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Abstract

Surface ozone (O,) forms via nonlinear chemistry and is highly non-stationary, complicating 168-h
forecasts. Many models omit key physical drivers, mix time scales, and degrade quickly with lead time.
We propose a decomposition-ensemble framework that fuses surface observations with NWP predictors
(e.g., solar radiation, PBL height). To prevent data leakage, decomposition (STL, GAM, CEEMDAN,
VMD) was performed exclusively on the training and validation data to isolate the annual, diurnal, and
residual components. We then train LSTM and Transformer models on each component using both direct
and incremental (AY) learning. Across Beijing, Shanghai, Guangzhou, and Chengdu, decomposition
lowers the error bound and curbs horizon-wise error growth. Among the tested strategies, VMD (K = 2)
and period-based merging (for CEEMDAN) robustly isolate the 24-h diurnal mode, limit cross-scale
leakage, and provide the best balance of separability, interpretability, and forecast skill. The results
further reveal pronounced heterogeneity in optimal model architectures across temporal scales
and city-specific regimes, indicating that a single universal model is insufficient to jointly optimize
short-term accuracy and long-term stability. Overall, this study provides a scenario-adaptive forecasting
paradigm that offers practical guidance for O, pollution early warning and decision support.

Keywords: ozone forecasting, time-series decomposition, deep learning, transformer and LSTM, long-
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Introduction

Air pollution, particularly in the form of elevated
surface ozone (O,) and particulate matter concentrations,
has become a critical global environmental challenge
[1]. Among these pollutants, surface O, has drawn
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increasing concern due to its strong oxidizing capacity,
broad spatial extent, and substantial impacts on human
health, ecosystems, and climate, with persistent
exposure exacerbating cardiopulmonary  diseases
and reducing agricultural productivity. Accurate and
reliable O, forecasting is essential for supporting air
quality management, emission control strategies, and
public health protection through timely early warnings
[2]. Existing O, forecasting approaches can be broadly
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categorized into deterministic numerical models,
statistical methods, and artificial intelligence-based
data-driven techniques [3]. Deterministic chemical
transport models, such as the Weather Research and
Forecasting model coupled with Chemistry (WRF-
Chem) and the Community Multiscale Air Quality model
(CMAQ), explicitly represent atmospheric dynamics
and photochemical processes but are often limited by
high computational costs and uncertainties in emission
inventories and chemical parameterizations. In contrast,
traditional statistical methods, including autoregressive
integrated moving average models and multiple linear
regression, are computationally efficient yet generally
inadequate for capturing the strong nonlinearity, non-
stationarity, and intermittency that characterize surface
O, time series [4].

In recent years, artificial intelligence and hybrid
modeling approaches have gained increasing popularity
due to their powerful nonlinear and high-order
interaction learning capabilities [5]. Deep learning
architectures such as Long Short-Term Memory
networks (LSTM) [6], Gated Recurrent Units (GRU)
[7], Convolutional Neural Networks (CNN) [8], and
Transformer models [9] have been adopted for O,
forecasting. To further enhance predictive performance,
the decomposition-ensemble paradigm has become
a mainstream strategy [10]. In this framework,
the original O, series is decomposed into multiple
subsequences using techniques such as Empirical Mode
Decomposition (EMD) [11, 34], Ensemble Empirical
Mode Decomposition (EEMD) [12], Complete Ensemble
Empirical Mode Decomposition with Adaptive Noise
(CEEMDAN) [13], Variational Mode Decomposition
(VMD) [14], or Seasonal-Trend decomposition using
Loess (STL) [15]. Two distinct strategies are generally
adopted: modeling each component separately with
subsequent aggregation, or integrating the decomposed
subsequences directly into the input feature space [11].
To reduce computational complexity, many studies
further employ entropy-based indicators [33], including
Sample Entropy (SE) [16] or Range Entropy (RE)
[17], to reconstruct decomposed components, while
intelligent optimization algorithms are frequently used
to tune model hyperparameters.

Despite their popularity, existing decomposition-
based O, forecasting studies still suffer from
notable methodological shortcomings (Table SI).
Many decomposition-recombination frameworks
prioritize optimization metrics and use entropy-based
recombination that merges subsequences solely by
statistical similarity, thereby overlooking O, diurnal/
seasonal temporal structure and potentially mixing
signals with different physicochemical meanings
[16]. Mixing meteorology-driven high-frequency and
emission/seasonal low-frequency components obscures
O, mechanisms and reduces interpretability. Distinct-
frequency components are often modeled with uniform
architectures without component-specific tuning,
limiting the exploitation of decomposed O, information.

Decomposing before splitting causes leakage and
inflates accuracy beyond real-world performance.
Additionally, although forecasting the increment relative
to the initial state (AY) [18] has proven effective for non-
stationary series, existing decomposition-based studies
predominantly rely on direct absolute value forecasting,
largely overlooking the stability benefits of forecasting
the increment (AY) rather than the absolute values,
a strategy that anchors predictions to the most recent
local state.

To address the above limitations, this study aims
to develop a comparative framework designed to
benchmark the predictive capabilities of various
decomposition methods, specifically focusing on their
ability to integrate physicochemical understanding
with data-driven modeling. The proposed approach is
specifically designed to address forecasting challenges
over extended lead times up to 168 h by improving the
representation of slowly varying background conditions
and mitigating error accumulation as the forecasting
horizon increases. In addition, a physically informed
decomposition and modeling strategy is adopted that
explicitly respects the intrinsic diurnal and seasonal
structure of O, variability, thereby avoiding the mixing
of components with distinct physicochemical meanings.
Crucially, we perform decomposition only once on the
combined training and validation set (not separately),
keeping the test set fully isolated and thereby preventing
data leakage. In order to explicitly evaluate the efficacy
of residual learning strategies within decomposition
frameworks, we systematically implement both direct
and incremental predictive paradigms across LSTM
and Transformer architectures (specifically Y/AY-LSTM
and Y/AY-Transformer) to identify the optimal target
representation for each decomposed signal component.
By combining component-wise modeling with strictly
time-ordered evaluation, this study improves predictive
skill and physicochemical interpretability, offering more
robust guidance for air quality forecasting and early
warning.

Materials and Methods
Study Region and Data Collection

To evaluate the effectiveness and generalizability
of the proposed methodology, we selected four
representative Chinese megacities: Beijing, Shanghai,
Guangzhou, and Chengdu (Fig. Sl), as case studies
[19]. These cities represent key regions for China’s
atmospheric environment and economic development,
each facing distinct pollution challenges. This study
integrates ground-based air pollutant observations with
numerical weather forecasting data spanning the period
from 2019 to 2024. Surface air quality observations
are obtained from the China National Environmental
Monitoring Centre (CNEMC) [20], which provides site-
level concentrations of six major criteria pollutants:
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PM, , PM,, O,, CO, NO,, and SO,. Meteorological data
are sourced from the NCEP Global Forecast System
(GFS) 0.25° Global Forecast Grids (Supplementary
Text SI) [21], which provides operational forecast
products issued at 00:00 UTC (08:00 Beijing Time).
These forecasts, archived for reference, were used for
training, validation, and the 2024 test set, ensuring that
the model only accesses information available in real
forecasting conditions rather than perfect hindsight
reanalysis.

To ensure a robust representation of urban air
quality, city-level pollutant concentrations are derived
by averaging valid observations from all monitoring
stations within each city. The geographic centroid of
these monitoring stations is calculated as the mean
latitude and longitude of all stations, and this centroid
is used as the reference location for meteorological data
extraction. Considering that regional meteorological
conditions Dbetter capture atmospheric transport
processes and spatial heterogeneity than single-point
measurements [22], we delineate a 9x9 grid domain
(2.25°%2.25°) centered on this centroid to derive grid-
averaged values. Following previous studies [23], we
selected 2 m temperature (Tem), 2 m relative humidity
(RH), 10 m wind vectors (U and V), surface pressure
(SP), planetary boundary layer height (PBLH), total
precipitation (TP), and up short-wave radiation flux
(USWRF) as predictor variables (Supplementary Text
S7). For the treatment of missing values, Piecewise
Cubic Hermite Interpolating Polynomial (PCHIP) is
applied to fill pollutant records and to interpolate the
GFS meteorological data from its 3-hourly historical
resolution to a uniform 1-hourly interval (Supplementary
Text S1). We consistently utilize the GFS forecast
products initialized at 08:00 (CST), covering forecast
lead times from f] to £, ;. This extended horizon ensures
that for any forecasting baseline hour x within the
daily operational window, the required 168-h future
meteorological forcing can be precisely extracted from
the sequence f  to f .

Predictive Model Construction

Leveraging the Long Short-Term Memory (LSTM)
and Transformer architectures, we constructed
two predictive models to learn the mapping from
meteorological and pollutant predictors to the target
O, series and its decomposed subsequence. To
effectively integrate historical observations with future
meteorological forcing, both models adopt a dual-branch
input structure consisting of a History Branch and a
Future Branch (Fig. 1), which is explicitly designed to
respect the causal nature of atmospheric forecasting:

1. History Branch: Takes as input the pollutant
concentrations, meteorological observations, and time
stamps from the previous history window.

2. Future Branch: Inputs GFS meteorological
forecasts for the next 168 h and the corresponding
timestamps.

To capture temporal dependencies in O, variability,
including diurnal and seasonal cycles, we design
a Time Feature Encoder that processes timestamps via
phase encoding, categorical embeddings, and positional
encoding (Fig. S2a)). Instead of simple concatenation,
the encoded time features are combined via element-
wise addition with the meteorological and pollutant
features (or their latent projections).

Within this framework, the two architectures serve
complementary roles in capturing temporal dynamics
(Supplementary Text S2):

1.  LSTM-based Model: Exploits the recurrent
structure to extract hierarchical temporal dependencies
and local sequential patterns across multiple time scales.

2. Transformer-based Model: Leverages
the encoder-decoder paradigm with self-attention
mechanisms to capture global temporal dependencies
and long-range interactions that may be overlooked by
recurrent networks.

The detailed mathematical formulations and
implementation details of the proposed encoding
strategies are provided in Supplementary Text S3 and
Fig. S2.

Sequence Decomposition Methods

Given the complex and non-stationary nature
of ambient O, concentrations driven by periodic
physicochemical cycles and meteorological variability,
we adopt a decomposition-ensemble framework that
decomposes the original time series into relatively stable
subsequences for independent modeling and subsequent
integration (Fig. 1). Ambient O, concentrations
exhibit complex variability, primarily governed by
robust physicochemical cycles (seasonal and diurnal)
and further modulated by evolving meteorological
conditions. To address the challenges posed by
highly non-stationary signals, we explore multiple
decomposition strategies, including additive approaches
(STL), interaction-aware formulations (GAM), and
adaptive signal processing techniques (VMD and
CEEMDAN), which systematically capture long-term
trends (seasonal variability), diurnal variability, and their
time-varying evolution. Using hourly O, observations
from 2019 to 2024, the sequence decomposition
is strictly confined to the training (2019-2022)
and validation (2023) subsets to generate target
variables, effectively isolating the test set (2024) to
prevent any information leakage from future data. The
specific mathematical principles and implementation
details for each employed decomposition approach are
elaborated below.

Seasonal-Trend Decomposition Using LOESS (STL)

STL is a robust time series decomposition method
based on LOESS smoothing, and in this study its
parameters are carefully configured to explicitly isolate
the seasonal cycle, diurnal cycle, and residual variability,
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Fig. 1. Schematic Illustration of the Proposed Deep Learning Frameworks for Air Quality Forecasting. This figure presents the
schematic illustration of the proposed deep learning frameworks for air quality forecasting. a) Workflow: Overview of the framework,
including pollutant concentration data and meteorological forecast data inputs, data preprocessing steps (e.g., missing value imputation,
normalization, spatiotemporal alignment), the use of LSTM/Transformer models, and Optuna-TPE for hyperparameter tuning. b) LSTM:
Architecture of the LSTM model, comprising history and future branches, time feature encoding, feature fusion, and output target (direct
or sub-sequence). ¢) Transformer: Architecture of the Transformer model, including encoder and decoder layers with multi-head self-

attention and output projection to forecast pollutant levels.

so that each component can be associated with a distinct
physicochemical mechanism [24, 50]. STL assumes an
additive model, decomposing the original time series
Y(?) into three components:
Y(t) =T()+ S(t) + R(t) (1)
In our implementation, we set the seasonal period to
24, which assigns the STL seasonal component S(¢) to
represent the diurnal cycle. A periodic seasonal window
(s.window periodic) is further applied to enforce
a stable daily pattern, ensuring that long-term variability,
particularly the annual seasonality, is captured by the
STL trend component 7(f). Robust fitting is used so that
the residual component R(f) primarily reflects stochastic
noise while minimizing the influence of short-lived
outliers.

Generalized Additive Model (GAM)

The Generalized Additive Model (GAM) provides
a flexible statistical framework that can capture non-
linear interactions across multiple temporal scales [25].
To explicitly model the seasonal modulation of the O,
diurnal profile, we express O, concentration series as a
function of the day-of-year (x doy? 1-366) and hour-of-day
(X, 1-24), utilizing cyclic cubic splines to model the
periodic variations:

Y(t) = fl (xdoy) + fZ (xhour)+f3 (xdoy'xhour) + g(t)
(@)

Where  f(x wy) captures the long-term annual
seasonality, while f)(x, ) represents the baseline diurnal
cycle. The interaction term f3(xd0y, X,..) accounts for
the synergistic effects (e.g., the seasonal variation in
diurnal peak amplitude). The residual &(t) captures the
unexplained stochastic noise that cannot be explained by
these deterministic periodic components.

Complete Ensemble Empirical Mode Decomposition
with Adaptive Noise (CEEMDAN)

CEEMDAN improves upon EMD by adding adaptive
white-noise realizations to alleviate mode mixing,
but it often produces a large number of intrinsic mode
functions (IMFs) [26]. Although prior studies often use
metrics such as sample entropy (SE) to group IMFs,
these data-driven approaches may undesirably conflate
high-frequency physical oscillations with instrumental
or stochastic noise [27]. To explicitly isolate the targeted
annual and diurnal cycles, we implement a physics-
informed merging strategy where IMFs are aggregated
based on their dominant periods estimated from Power
Spectral Density (PSD) [28]:

1.  High-frequency (Period < 23.5 h): Sum of high-
frequency IMFs, defined as the Stochastic Residual.
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2. Diurnal (23.5 h < Period < 24.5 h): Sum of
IMFs with a dominant period near 24 h, intended to
represent the Diurnal Cycle.

3. Low-frequency (Period > 24.5 h): Sum of low-
frequency IMFs, representing the low-frequency trend
component spanning seasonal to annual scales.

Ytarget(t) = Z IMFi(t)

ieGroup 3)

Where group refers to the PSD-based period band
(HF/Diurnal/LF) defined above and the corresponding
set of IMF indices used for component reconstruction.
This aggregation strategy effectively transforms raw
mathematical modes into physically interpretable ones,
thereby simplifying the subsequence learning task.

Variational Mode Decomposition (VMD)

Variational Mode Decomposition (VMD) is an
adaptive signal-processing technique that decomposes
a time series into band-limited modes via constrained
variational optimization [29]. Assuming the signal
consists of K discrete modes u, with corresponding
center frequencies w,, VMD minimizes the sum of their
estimated bandwidths:

K
M) () {z

k=1

2

o (50 + L) s upy] o 2}
4)

where u (f) denotes the k-th band-limited mode and w, is
its center angular frequency, K is the number of modes,
and ¢ is time. (¢) is the Dirac delta (representing a unit

impulse at # = 0), and —; fepresents the Hilbert-transform
kernel. In signal processing, convolution with this kernel
effectively shifts the phase of the signal by 90°,
providing the imaginary component necessary to
construct the analytic signal, and e/ @kt Shifts the
mode to baseband.

To align with our physics-informed assumption that
the deterministic component comprises a seasonal cycle
and a diurnal cycle, we intentionally set K = 2. This
configuration constrains the algorithm to extract two
dominant oscillatory components:

1. Modell (IMFI): Captures the low-frequency
trend, including annual seasonality.

2. Model2 (IMF2): Captures the diurnal-scale
oscillation.

Accordingly, any remaining variability not captured
by these two modes is defined as the stochastic residual:

r(t) =Y () — (IMF1() + IMF2()) (5,

This approach ensures that r(t) aggregates high-
frequency fluctuations, measurement noise, and
other wunexplained variability, thereby separating

the deterministic stochastic

variability.

components  from

Model Training and Implementation Details

We adopt a strictly chronological data-splitting
strategy to evaluate model performance and enable
a rigorous assessment of temporal generalization.
Data from 2019-2022 are used for training, 2023 for
validation and hyperparameter tuning, and 2024 as an
independent test set. All meteorological and pollutant
variables are Z-score normalized using training-
set statistics only, which are then applied to the
validation/test sets to avoid leakage. We used mean
squared error (MSE) as the objective loss function.
To promote stable convergence and prevent overfitting,
we employed early stopping with a patience of 30 epochs,
based on a sliding moving average of the validation
MSE to reduce sensitivity to stochastic fluctuations.
Hyperparameter optimization was conducted using the
Tree-structured Parzen Estimator (TPE), a Bayesian
optimization algorithm as implemented in Optuna [30].
Compared with conventional grid search, this method
more efficiently explores the hyperparameter space by
sequentially evaluating promising configurations for
key hyperparameters, including optimizer type (Adam
vs. AdamW), learning rate, and model architectural
dimensions (Table S2). In this study, all models
were implemented in PyTorch and trained on a high-
performance Linux cluster. Detailed information on
software versions and hardware specifications (CPUs,
GPUs, and memory) is provided in Supplementary Text
S4. Although the decomposition and multi-subsequence
training strategy introduces additional preprocessing
and training cost, the computational burden remains
manageable for routine automated deployment. In our
computing environment, baseline training required
1.54£0.3 h, while decomposition-based frameworks
required about 2-5 h. After training, all methods were
computationally efficient in inference, generating one
full year of predictions within 1 min.

Model Performance Evaluation

We employ a two-stage evaluation framework that
verifies the validity of signal decomposition prior to
assessing forecasting skill. Decomposition quality is
assessed by inspecting component structures for mode
mixing/leakage and quantified using residual standard
deviation (unexplained energy) and the orthogonality
index  (inter-component  redundancy).  Physical
consistency is evaluated by relating decomposed
components to key meteorological drivers and by
comparing alternative recombination strategies to
verify the preservation of interpretable meteorology-O,
relationships. Guided by these diagnostics, we adopt
a parsimonious decomposition scheme, favoring
period-based merging (CEEMDAN) and a low-
order VMD setting (K = 2) to balance interpretability
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and computational efficiency. Differences in optimal
model size across evaluation scenarios indicate that
distinct settings require tailored configurations,
highlighting the importance of automated optimization.
Robustness is quantified using statistical metrics
averaged across four megacities and four benchmark
scenarios defined by temporal resolution and seasonal
regime. Lead-time-dependent behavior is characterized
over the full 168-h horizon by analyzing RMSE
trajectories across Days 1-7, complemented by episode-
based diagnostics (monthly performance and Top-1
days) and time-series comparisons during high-
volatility episodes to evaluate temporal coherence and
phase alignment between forecasts and observations.
Details of the evaluation metrics and the calculation
of MDAS from hourly concentrations are provided in
Supplementary Text S5 and S6.

Results and Discussion

Analysis of Sequence Decomposition
Characteristics

Among the four decomposition methods, O,
variability is partitioned into markedly different
temporal-scale components, as illustrated for Beijing
(Fig. 2). STL and GAM delineate broad seasonal and
diurnal structures; however, their residuals retain
considerable high-frequency variance and intermittently
clustered fluctuations, suggesting incomplete separation
of structured variability. In particular, the periodic
constraints in STL and GAM yield highly regular
diurnal patterns (and, for GAM, an additional seasonal
component), while non-stationary variability is left in
the residual term. Notably, within GAM, this tensor-
product interaction term allows the model to capture the
seasonal modulation of the diurnal O, cycle’s amplitude,
a real-world phenomenon driven by changes in day
length and solar zenith angle representing non-linear
coupling between annual-scale conditions and daily O,
cycles (Fig. S4) [31]. CEEMDAN is widely regarded
as more adaptive than classical EMD, yet it can still be
affected by residual mode mixing. Consistent with this
limitation, our reconstructed components exhibit partial
leakage of variability between the low-frequency and
diurnal terms, while the high-frequency series retains
intermittent spikes. By contrast, VMD yields a compact
set of frequency-localized components, including a
low-frequency mode capturing long-term variability,
a distinct diurnal-scale mode, and a lower-amplitude
residual relative to the original series [29].

The patterns in Fig. 2 are further supported by
quantitative metrics used to assess decomposition
quality (Table S6). Using the residual standard deviation
as a proxy for unmodeled information, VMD achieves
the lowest residual variance (9.46 pg/m?), substantially
outperforming STL (23.10 pg/m?), GAM (28.69 ug/m?),
and CEEMDAN (36.38 pg/m?), suggesting that VMD

removes a larger fraction of structured variability
from the residual. In addition, the Orthogonality Index
(IO), which measures redundancy among decomposed
components, provides complementary evidence in
favor of VMD [32]. VMD yields a low IO value
(IO = 0.0060), compared with STL (IO = 0.1127) and
CEEMDAN (IO = 0.0238), indicating a near-orthogonal
decomposition with limited overlap among components.
Although GAM yields a near-zero 10 (I0 = 0.0002),
this primarily reflects the orthogonality implied by its
additive regression form rather than strong separation of
stochastic variability, consistent with its comparatively
large residual dispersion. Taken together, these metrics
suggest that VMD better balances residual reduction
with reduced component redundancy, yielding
components that are more physically interpretable.

The decomposed subsequences fall into three
regimes: low-frequency, diurnal, and high-frequency
residuals, each reflecting distinct physicochemical
controls.

1.  The low-frequency (annual) component
is weakly correlated with meteorology (|R|<0.1),
suggesting slower anthropogenic/emissions influences
and persistence-based predictability (Fig. S5).

2. The diurnal component correlates strongly
with solar radiation and temperature (R>0.6), indicating
that it captures the recurrent daytime photochemical
enhancement and boundary-layer evolution that
jointly shape the 24-h O, cycle, and is therefore more
meteorology-driven in  predictability. The high-
frequency residuals show weak correlations with
meteorological variables (|R|<0.2) and predominantly
reflect stochastic variability.

Thus, decomposition quality largely depends on
isolating the diurnal component that carries most
meteorology-linked predictability. While STL and GAM
yield slightly higher correlations with radiation (R = 0.72
for USWRF) than VMD (R = 0.67), this may be partly
attributed to their rigid, imposed 24-h periodicity, which
closely follows the mean solar cycle but may not capture
non-stationary features (Supplementary Text S8).
In contrast, VMD allows subtle non-stationary deviations
in the diurnal cycle to be retained in the diurnal
mode rather than being absorbed into the residual. By
reducing leakage of diurnal variability to the residual,
VMD yields a more realistic O, representation and is
consistent with improved interpretability and predictive
performance [1].

Optimization of Decomposition
Strategy and Model Configuration

Direct VMD (K = 2) and period-based merging
isolate a meteorology-coupled diurnal O, component,
whereas entropy-based recombination does not [1].
Spectral metrics (Table S7) show that VMD (K = 2) with
period-based merging consistently preserves the 24-h
diurnal mode. By contrast, entropy-based merging often
misallocates the 24-h signal into the low-frequency
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Long-term Decomposition: BJS
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Fig. 2. Comparison of time-series decomposition methods for surface ozone (O,) concentrations (2019-2023). a) Original observed time
series. (b-d) STL decomposition results, displaying the Trend, Seasonal (daily), and Residual components. (e-g) GAM decomposition
results, illustrating the Seasonal (annual), Diurnal (daily), and Residuals. (h-j) CEEMDAN decomposition showing selected Intrinsic
Mode Functions (IMFs) representing the trend, diurnal cycle, and high-frequency oscillations. (k-m) VMD decomposition showing the
Low-Frequency Trend (IMF1), Diurnal Component (IMF2), and High-Frequency Residuals.

term in Guangzhou and Shanghai. This likely reflects
the limitation of sample entropy as a purely statistical
metric: in these coastal cities, cloud variability and sea
breezes introduce strong high-frequency disturbances,
making entropy-based grouping more likely to split
physically related diurnal components. Entropy-based
recombination shows only moderate correlation with

radiation (R = 0.54), whereas the diurnal components
from VMD (K = 2) or K = § with period-based merging
correlate more strongly with both temperature (R = 0.69)
and solar radiation (R = 0.67), comparable to the period-
based reconstruction (Fig. S6). This indicates that K = 2
successfully captures the main meteorology-linked
O, cycles (Table S13), reducing cross-scale leakage
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and allowing clearer attribution across timescales,
all without requiring an additional decompose-and-
merge step, which makes it computationally efficient
for operational forecasting. For CEEMDAN, where the
number of modes cannot be prespecified and merging
is required (Table S8, Fig. S7), period-based merging
likewise outperforms entropy-based recombination in
isolating the meteorology-coupled diurnal signal.

Optimal model capacity differs substantially between
the baseline O, forecasting task and the decomposed
subsequences, highlighting strong heterogeneity in
parameter requirements across frequency components
and geographic settings (Fig. S8) [35]. Whereas the
baseline model favors a relatively uniform architecture
to accommodate coupled signals, the decomposed
components require more specialized parameterizations
that reflect their distinct physical and statistical
structure. Clear frequency dependence is observed:
the high-frequency VMD IMF1 component, which
captures rapid fluctuations, consistently favors larger
capacity (mean parameter metric = 20,096), whereas the
low-frequency VMD IMF2 component, dominated by
smooth background evolution, can be represented with
a more compact architecture (mean ~ 12,032). Optimal
configurations also vary markedly across regions. For
instance, the preferred size for VMD IMF2 reaches
27,136 parameters in Chengdu but drops to 4,608 in
Guangzhou, a nearly sixfold difference that likely
reflects location-specific atmospheric and environmental
regimes. Collectively, these results indicate that a
static, one-size-fits-all architecture is insufficient for
decomposed O, forecasting. Instead, scenario-specific
model adaptation appears necessary to fully leverage
the predictive information embedded in heterogeneous
spatiotemporal O, components.

Forecast Performance

Using the 2024 dataset, we assess robustness by
averaging RMSE across four representative cities under
four forecasting scenarios that span Hourly vs. Daily
resolution and Annual vs. Pollution-season conditions
(Fig. 3). This design systematically tests sensitivity to
rising task difficulty driven by temporal aggregation and
seasonal regime shifts. As shown in Fig. 3(a-d), baseline
models and decomposition-integrated frameworks
exhibit markedly different error behaviors. Baseline
performance is highly sensitive to both temporal
granularity and seasonality. RMSE rises sharply from
25.30 pg/m® in the Hourly-Annual case (Fig. 3a) to
36.85 ug/m® in the Daily-Pollution case (Fig. 3d)),
indicating substantial degradation under compounded
smoothing and pollution-season volatility [36]. By
contrast, decomposition-based frameworks remain stable
across all scenarios. Even the weakest decomposition
route consistently outperforms the strongest baseline
model, suggesting that decomposition changes the error-
growth pattern as forecasting complexity increases [37].
Overall, decomposition delivers an “error-dampening”

effect that mitigates uncertainty from temporal
aggregation and seasonal transitions, bringing diverse
model architectures into a narrower, more stable RMSE
range.

Signal decomposition lowers the attainable error level
of O, forecasting across all scenarios, clearly separating
baseline and decomposition-based performance
regimes. Notably, the highest RMSE values observed
within decomposition-based frameworks are 23.95 pg/m?
(Fig. 3a)), 26.65 pg/m* (Fig. 3b)), 2554 pg/m’
(Fig. 3¢)), and 28.32 pg/m?® (Fig. 3d)), all of which
remain substantially lower than the minimum RMSE
achieved by the corresponding baseline models, namely
24.87 ug/m?, 27.60 ng/m?, 26.77 ug/m?, and 33.77 pg/m?,
respectively [38]. This “ceiling-below-floor” pattern
indicates that decomposition is pivotal for surpassing
the accuracy limits of direct forecasting [39].
Consistently, R* and the Index of Agreement improve
under decomposition-based modeling across scenarios
(Figs. S9 and S10). Interestingly, the relatively limited
variation in R across scenarios (Fig. S11) suggests
that decomposition does not fundamentally modify
the intrinsic temporal dependency structure of the O,
time series [40]. Instead, its primary contribution lies
in improving global scale alignment and amplitude
calibration, thereby reducing systematic bias while
largely preserving phase relationships and relative
variability. This indicates that decomposition acts as
a structural regularization mechanism, enhancing
predictability ~without distorting the underlying
dynamical signatures of O, variability. The present
study provides deterministic point forecasts, and
robust uncertainty quantification remains challenging
(Supplementary Text S10 and Table S15).

Beyond the universal gains from decomposition,
approaching the accuracy ceiling depends on matching
signal characteristics to model architecture. A larger
backbone, such as a Transformer, does not automatically
improve performance after decomposition [18]. Instead,
clear pairings emerge: STL and CEEMDAN work
best with Y-LSTM to preserve temporal continuity,
whereas GAM aligns better with AY-LSTM. VMD
is scenario dependent, coupling most effectively with
AY-Transformer in annual forecasts to capture long-
horizon structure (Fig. 3a) and b)) but adapting better
with Y-LSTM during the volatile pollution season
(Fig. 3c) and d)). This divergence is further reinforced
by inter-city variability and by the distinct preferences
of decomposed subsequences (Fig. S12). Optimal
decomposition-model combinations vary across cities:
GAM-Y-Transformer in Beijing, VMD-AY-Transformer
in Chengdu, VMD-based Transformer models in
Shanghai, and STL-Y-LSTM in Guangzhou. These
differences align with city-specific climatological and
emission characteristics, such as large-scale temporal
structure in Beijing [41], basin effects in Chengdu [42],
multi-scale separability in Shanghai [43], and humid
subtropical conditions in Guangzhou favoring smoother
models (Supplementary Text S11) [44]. To further
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Fig. 3. City-averaged RMSE across four evaluation scenarios for decomposition-integrated forecasting frameworks. Panels (a-d) report
the mean RMSE across four cities under Hourly-Year, Daily-Year, Hourly-Pollution Season, and Daily-Pollution Season settings.
Rows correspond to decomposition strategies (Base, STL, GAM, CEEMDAN, VMD, and Decomp-Mean), and columns denote model
backbones (Y-LSTM, AY-LSTM, Y-Transformer, AY-Transformer), with the last column showing the row-wise mean. Black outlines
mark the best-performing (lowest-RMSE) configuration within each decomposition strategy (i.e., the optimal model-decomposition
pairing for that row). Cell colors encode RMSE magnitude (green lower, red higher). The purple line in the legend indicates the best-
performing baseline configuration, while the red line indicates the worst-performing decomposition-based configuration.

investigate the architectural affinities at the sub-series
level, a detailed component-wise breakdown reveals
that most components exhibit stronger adaptability
to Y-based models, whereas high-frequency elements
such as IMF1 in VMD and the granular residuals in
GAM require AY-based architectures to effectively
resolve fine-scale fluctuations (Fig. S13) [45]. Although
VMD-based configurations typically rank first, their
advantage over other decomposition routes can be
marginal. For example, in the Hourly-Annual scenario,
the gap between the theoretical SOTA model (VMD-AY-
Transformer, 23.22 pg/m?) and the cost-effective leader
(STL-Y-LSTM, 23.25 pg/m?®) is only 0.03 pg/m?. This
implies that capacity, differencing, and attention depth
should be tuned per component and region to avoid
overfitting smooth modes or underfitting variability
[46]. From an operational perspective, LSTM-based
models are generally lighter, with training times of
1.2+0.2 h, compared to 1.7+0.3 h for Transformer-based
models, with only modest differences overall.

Divergent Optimal Architectures for Short-Versus
Long-Term Forecasting

The comparative results indicate that the optimal
architecture differs between short-term and medium-

to long-term O, forecasts [47]. Using the mean RMSE
in Fig. 4a), we select the five best decomposition-
based models together with the baseline for detailed
comparison. Performance is strongly horizon dependent:
VMD-AY-Transformer achieves the overall best
results, with its advantage concentrated in Days 1-3.
Leveraging the Y-LSTM backbone due to its robust
average performance with decomposition techniques,
the comparative evaluation (Fig. 4b)) reveals that VMD
yields the lowest initial error on Day 1. Within both
VMD and STL-based settings, the incremental strategy
(AY) consistently reduces Day-1 RMSE relative to direct
Y forecasting [48]. Accordingly, the short-term edge of
VMD-AY-Transformer is likely driven by the combined
ability of VMD and AY to mitigate initial-state error
likely arises from VMD’s cleaner separation of high-
frequency variability, enabling the Transformer’s
attention mechanism to capture rapid changes [49]. In
contrast, STL-Y-LSTM benefits from STL’s smoother
low-frequency structure, which aligns with the
LSTM’s recurrent memory for tracking slow, persistent
background evolution, explaining its advantage at
longer lead times (Days 5-7). This illustrates how the
interaction between decomposition characteristics and
model architecture drives horizon-dependent forecasting
performance. The more detailed RMSE trajectories
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corresponding to these analyses are systematically
visualized in Fig. S14.

Performance Evaluation during
Representative Pollution Episodes

Using the day-by-day RMSE rankings for Beijing,
Chengdu, Guangzhou, and Shanghai in the T1D task
(Fig. 5), we quantify dominance stability via the
“number of daily bests” defined as the count of days
on which a model attains the lowest RMSE. Across
123 evaluation days, VMD-AY-Transformer (30 daily
bests) and GAM-AY-LSTM (28) jointly contribute
47.2% of all wins, indicating strong robustness and
transferability across cities and dates [51]. STL-Y-LSTM
and CEEMDAN-Y-LSTM (18 days each) form a second
tier, suggesting that decomposition/denoising strategies
can be competitive in specific periods but with slightly
weaker dominance stability. VMD-Y-LSTM (15 days)
and the baseline Base-Y-Transformer (14 days) rank
third, implying greater sensitivity to temporal variations
when structural decomposition is absent or limited.
Notably, T1D reflects the frequency of winning rather
than the magnitude of improvement. Thus, similar win
counts may still correspond to different RMSE margins,
because this metric reflects how often a model ranks

first across dates rather than the size of its improvement
on any given day [52].

Across cities, the identity of the optimal model
varies markedly, indicating strong spatial heterogeneity
in model suitability [53]. For Beijing and Chengdu, most
T1D wins are delivered by GAM-AY-LSTM, VMD-
AY-Transformer, and CEEMDAN-Y-LSTM, suggesting
that AY forecasting and decomposition help stabilize
performance under more complex, non-stationary
intraday and interday variability [54]. Guangzhou, on the
other hand, presents a characteristic of “methodological
divergence™ the advantages of VMD-AY-Trans and
STL-Y-LSTM are more concentrated, while the baseline
model also secured a certain number of best days (8 days),
implying that the sequence structure in this city during
some periods is closer to baseline assumptions, with
narrowed gaps between models and advantages relying
more on specific pollution processes and meteorological
driving stages. In Shanghai, the optimal model switches
more frequently, indicating that performance advantages
are more episodic and difficult to sustain with a single
configuration over a long horizon. Overall, these cross-
city patterns indicate that the “best model” is not fixed
and motivate city-aware modeling, stratified evaluation
by season or weather regime, and adaptive ensemble
strategies to improve stability across stages [55, 56].
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Fig. 4. RMSE across forecast horizons (1-7 days) averaged over four representative cities. a) Top-performing methods versus the baseline,
b) performance of Y-LSTM-based frameworks across decomposition choices, ¢) performance of VMD-based frameworks across model
choices, d) performance of STL-based frameworks across model choices.
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Fig. 5. The evaluation of daily forecasting performance across representative high-ozone months. The performance comparison of
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Limitations and Future Work

This study has several limitations that motivate
future work. Meteorological forcing is represented using
a fixed 9x9 neighborhood average for each city, which
can smooth horizontal gradients relevant to transport
and stagnation and does not explicitly capture vertical
structure. Future meteorology over the 168-h horizon
is taken from a single NWP product, so potential

gains from multi-product complementarity (e.g., bias
characteristics, spatial resolution, and regime-dependent
skill) remain unexplored. Our benchmark focuses
on external decomposition methods (STL, GAM,
CEEMDAN, VMD) coupled with LSTM/Transformer
backbones and does not include decomposition-
integrated Transformer variants such as Autoformer or
FEDformer. We also evaluate decomposition methods
independently rather than integrating multiple strategies
to exploit complementary mechanisms. Future work
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could (i) replace fixed-arca averages with spatial
encoders over gridded, multi-level meteorological fields
to better represent transport and vertical structure, (ii)
incorporate multi-source NWP inputs, (iii) benchmark
decomposition-integrated Transformer variants such
as Autoformer and FEDformer, and (iv) explore hybrid
or ensemble decomposition schemes that integrate
complementary mechanisms.

Conclusions

This study develops a decomposition-ensemble
framework for 168-h O, forecasting and shows that
resolving time—frequency structure is critical for
improving skill across lead times. By separating
multi-scale signals, the framework better captures
meteorology-coupled diurnal variability and reduces
cross-scale interference. Parsimonious VMD (K = 2)
and period-based merging for CEEMDAN provide
the best overall trade-off among spectral separation,
forecastability, and computational efficiency. Optimal
capacity and architecture vary across components and
city regimes, which supports automated, component-
wise hyperparameter tuning rather than one-size-fits-
all designs. Across four scenarios, decomposition-based
models consistently beat the undecomposed baseline and
show “error dampening” with slower error growth as
horizon increases. The best decomposition-architecture
pairing is regime dependent: VMD-AY-Transformer
is strongest for short-term (1-3 day) forecasts,
while STL-Y-LSTM is more stable and cost-effective
at medium to long lead times (5-7 days). Cross-city
comparisons identify =~ VMD-AY-Transformer and
GAM-AY-LSTM as the most robust overall, and the
observed heterogeneity motivates scenario-adaptive
forecasting that selects models by horizon and regime
for decision support.
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